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with very little autonomous ability to react to the environment. Among the key
missing elements is the ability to create control systems that can deal with a
large movement repertoire, variable speeds, constraints and most importantly,
uncertainty in the real-world environment in a fast, reactive manner.

One approach of departing from teleoperation and manual ‘hard coding’ of
behaviors is by learning from experience and creating appropriate adaptive con-
trol systems. A rather general approach to learning control is the framework
of ‘reinforcement learning’. Reinforcement learning typically requires an unam-
biguous representation of states and actions and the existence of a scalar reward
function. For a given state, the most traditional of these implementations would
take an action, observe a reward, update the value function, and select as the
new control output the action with the highest expected value in each state
(for a greedy policy evaluation). Updating of value function and controls is re-
peated until convergence of the value function and/or the policy. This procedure
is usually summarized under \value update { policy improvement" iterations.

The reinforcement learning paradigm described above has been successfully
implemented for many well-de�ned, low dimensional and discrete problems [14]
and has also yielded a variety of impressive applications in rather complex do-
mains in the last decade. These applications range from backgammon playing
on grandmaster level to robotic toy applications such as cart-pole or acrobot
swing-ups. However, various pitfalls have been encountered when trying to scale
up these methods to high dimensional, continuous control problems, as typically
faced in the domain of humanoid robotics. The goal of this paper is to discuss the
state-of-the-art in reinforcement learning and investigate how it may be possible
to make reinforcement learning useful for humanoid robotics. Initially, in Sec-
tion 2.2, we will focus on traditional value function based approaches and policy
gradient methods and discuss their shortcomings in the context of humanoid
control. In Section 2.2, we will motivate and formulate a novel policy gradient
based reinforcement learning method, the natural policy gradient, and in Section
3 derive an e�cient Natural Actor-Critic algorithm that can address various of
the current shortcomings of reinforcement learning for humanoid robotics. This
algorithm seems to be a promising candidate for reinforcement learning to be-
come applicable in for complex movement systems like humanoids.

2 Reinforcement Learning Approaches for Humanoid

Robotics

Humanoid Robots and, in general, high dimensional movement systems have
additional demands and requirements as compared to the conventional control
problems in which reinforcement learning approaches have been tried. From a
purely algorithmic perspective, the learning method has to make e�cient use of
data, scale to high dimensional state and action spaces and be computationally
cheap in order to work online. In addition, methods have to work in continuous
state and action space and also be easily parametrized through function approx-
imation techniques [20, 21]. The aim of our research is to make progress towards
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ful�lling all of the above mentioned requirements and evaluate reinforcement
learning methods according to which are the most promising for robotics.

2.1 Policy Evaluation

As mentioned in the intro duction, most reinforcement learning methods can be
described in terms of two steps:the policy evaluation and the policy improvement
step { we will later discuss a few exceptions, such as direct policy learning,
which can be seenasspecial casesof this iterativ e loop. In policy evaluation, the
prospect of a motor command u 2 U for a given state x 2 X is evaluated. This
step is usually performed by computing the action-value function:
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wherethe superscript � denotesthe current (�xed) policy from which actions are
determined in each state, most generally formulated asa conditional probabilit y
p(u jx ) = � (u jx ), and 
 is a discount factor (with 
 in [0; 1]) that models the
reduced trust in the reward r t with increasingvalue of the discrete time t, i.e.,
the further a reward lies in the future. Alternativ ely, by averagingover all actions
in each state, the value function can be formulated solely as a function of state
as:
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As both motor commandsand statesarevery high-dimensionalin complexmove-
ment systems,�nding the value function for a given policy is a non-trivial prob-
lem. As discussedin [14], Monte Carlo methods, i.e., methods which evaluate
the expectation operator above directly by averaging over multiple tra jectory
rollouts, are usually too ine�cien t, even for smaller problems, while dynamic
programming solution methods, basedon solving the Bellman equations

Q� (x ; u ) = r (x ; u) + 

Z

X
p(x 0jx ; u )V � (x 0)dx 0; (3)

V � (x ) =
Z

U
� (u jx )Q� (x ; u ) du ; (4)

can only be computed numerically or analytically in few restricted cases(e.g.,
discrete state-action spacesof low dimensionality or linear quadratic regulator
problems). In between Monte Carlo methods and dynamic programming lies a
third approach to policy evaluation, temporal di�erence learning (TD). In this
approach, the rewards and the Bellman equation are usedto obtain the temporal
error in the value function which can be expressedby

� � (x t ; u t ) = Eu t +1 f r (x t ; u t ) + 
 Q� (x t +1 ; u t +1 ) � Q� (x t ; u t )g; (5)

= r (x t ; u t ) + 
 V � (x t +1 ) � Q� (x t ; u t ); (6)


